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Outline of Tonight’s Talk 

ω Big data: examples, characteristics, and applications 

 

ω Focus on predictive modeling  
 

ω Logistic models and deep learning 
 

ω Limitations of these approaches 

 

ω Concluding comments 
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Terminology 

Large-scale Data Analysis 

Data Mining 

Data Science 

Big Data 

Machine Learning 

Computational Statistics 

ΧΧ 



P. Smyth: Big Data: Hope or Hype, ACM Orange County, November 2015:  4 

Terminology 

Large-scale Data Analysis 

Data Mining 

Data Science 

Big Data 

Machine Learning 

Computational Statistics 

ΧΧ 

 

ΧΧUsing computer algorithms to analyze data sets that are too         
 large and/or complex for humans to work with 
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 Hype (or Bordering on it) 

"Big Data is the headache; deep 

learning is the solution,"  

VERGE 2015 Conference, Oct 26-29, from 

venture capitalist Steve Jurvetson, investor in 

companies such as SolarCity, Tesla Motors and 

Twitter. 
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 Hype (or Bordering on it) 

"Big Data is the headache; deep 

learning is the solution,"  

VERGE 2015 Conference, Oct 26-29, from 

venture capitalist Steve Jurvetson, investor in 

companies such as SolarCity, Tesla Motors and 

Twitter. 

ñAll knowledge-past, present, and futureï can be 

derived from data by a single, universal learning 

algorithm.ò 

 

ñThe Master Algorithm is the complete package. 

Applying it to vast amounts of patient and drug 

dataé.is how we will cure cancer.ò 
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Graphic from Ray Kurzweil, singularity.com 

A Revolution in Data Technology   



P. Smyth: Big Data: Hope or Hype, ACM Orange County, November 2015:  9 

A Paradigm Shift in Data Analysis 

ω Technological drivers 
ς Sensors (cheap and ubiquitous, e.g., GPS on your phone) 

ς 5ŀǘŀ ǎǘƻǊŀƎŜ όǿŜ ŀǊŜ ŀƭƭ άŘŀǘŀ ƻǿƴŜǊǎέύ 

ς Computational power 

ς Data analysis methods (statistics and machine learning) 

ς Internet and wireless communication (can collect and share data) 

 

ω /ƻƴǾŜǊƎŜƴŎŜΧΦΦǘǊŜƳŜƴŘƻǳǎ ŘŜƳŀƴŘ ŦƻǊ Řŀǘŀ ŀƴŀƭȅǎƛǎ   
ς Lƴ ǘƘŜ ǎŎƛŜƴŎŜǎΣ ƛƴ ƳŜŘƛŎƛƴŜΣ ƛƴ ŜƴƎƛƴŜŜǊƛƴƎΣ ƛƴ ōǳǎƛƴŜǎǎΣ ŀƴŘ ƳƻǊŜΧΧ 

 

ω In the past, this demand was met by statisticians   
ς Does not scale up ς there are way too few statisticians 

ς And even statisticians need computers to analyze complex data 
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Figures from Lars Backstrom, Facebook, 2011 
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Example: Detecting Faces and Pedestrians in Images 

Figures from Le Cun  and Ranzato ,  
ICML 2013 Tutorial  
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Particle Physics: Large Hadron Collider at CERN 

700 Mbytes/second 
60 Terabytes/day 
20 Petabytes/year 
 
 
1 Terabyte = 1012 bytes 
1 Petabyte = 1015 bytes 
 
 
 
  

Professor Daniel Whiteson 
Department of Physics, UC Irvine 

5ŜǘŜŎǘƛƴƎ ƴŜǿ ǘȅǇŜǎ ƻŦ ǇŀǊǘƛŎƭŜǎ Ґ άbŜŜŘƭŜ ƛƴ ŀ ƘŀȅǎǘŀŎƪέ   
 
New algorithms for searching massive amounts of data to 
find unusual patterns 
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Real-Time Sports Statistics 

Graphics from www.stats.com/sportvu/sportvu.asp 
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Email Data 

         
Time plot of 1/3 million emails sent by Stephen Wolfram over 20 yearssince 
1989 
From: 

Figures  from The Personal Analytics of My Life  
blog.stephenwolfram.com, March 2012 

Working on book 

Return to “normal” life 
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Modeling Human Behavior using Social Media 
From Lichman and Smyth, ACM SIGKDD 2014 
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Geolocated Tweets around UC Irvine 
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Spatial and Temporal 
Characteristics of 
Tweets at Disneyland 
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Typical Challenges with “Large Data” 

ω Observational/secondary 
ς Collected for some other purposes, e.g., from social media  

 

ω Noisy, Biased 
ς Measurement mechanisms are often unclear, subject to whims of data owners 

 

ω Size 
ς Size brings complexity: in data management, in interactive analysis, etc 

ς ά.ƛƎ Řŀǘŀέ ƛǎ ƻŦǘŜƴ ŀ ŎƻƳōƛƴŀǘƛƻƴ ƻŦ Ƴŀƴȅ ǾŜǊȅ ǎƳŀƭƭ Řŀǘŀ ǎŜǘǎ όŜΦƎΦΣ ǇŜǊǎƻƴŀƭƛȊŀǘƛƻƴύ 

 

ω Complex and Multisource 
ς e.g.,  text data, location data, demographic data: poses challenge in analysis 

 

ω Non-Stationary 
ς Changing over time: trends, seasonality, etc 
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The Data Analysis Spectrum 

Statistics Machine Learning 

Parameter interpretation, 
hypothesis testing, 
ŜȄǇŜǊƛƳŜƴǘŀƭ ŘŜǎƛƎƴΣ Χ 

Prediction accuracy, 
scalable algorithms 

A very active “middle ground”: 
Predictive models,   

Exploratory data analysis, 
computational methods 
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Statistics and Machine Learning 

ω {ƛƳƛƭŀǊ ƎƻŀƭǎΧΦōǳǘ ŘƛŦŦŜǊŜƴǘ ŜƳǇƘŀǎŜǎ 

 

ω Statistics 
ς Parameters and models are often of primary importance 

ωe.g., which variables in a social science study are associated with behavior 

ς Interpretation and understanding are very important 

 

ω Machine Learning 
ς Predictive accuracy is often the primary goal 

ωe.g,. Speech recognition, image recognition 

ς Scalability and algorithmic efficiency also a high priority 

ς Model interpretation and understanding are often secondary 

 

ω Important point: 
ς Machine learning methods (typically) have statistical foundations 
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Predictive Modeling   
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Prediction 

Patient ID Zipcode Age …. Test Score Diagnosis 

18261 92697 55 83 1 

42356 92697  19 -99 1 

00219 90001 35 77 0 

83726 24351 0 65 0 

 Build a model that can predict this “target”  
 variable given the values of all the other variables 
 
 
Data where the target values are known is called “training data” 
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Prediction 

Patient ID Zipcode Age …. Test Score Diagnosis 

18261 92697 55 83 1 

42356 92697  19 -99 1 

00219 90001 35 77 0 

83726 24351 0 65 0 

12837 92697 40 70 ?? 

72623 92697 32 44 ?? 

  We can then use the model to make predictions  
  when target values are unknown 
 
  This is referred to as “test data” 
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Predictive Modeling Notation 
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Predictive Modeling 

Goal is to use the training data to learn to predict unknown y’s given new x’s 

f = black box =   predictor of y  
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Predictive Modeling 

Goal is to use the training data to learn to predict unknown y’s given new x’s 

f = black box =   predictor of y  

Many possible choices for f 
 
Important point: it is a function that maps x to y 
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Each dot is a 2-dimensional point 
(or vector) representing one person 
 = [ AGE, MONTHLY INCOME] 
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Blue dots = good loans 
Red dots = bad loans 
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Blue dots = good loans 
Red dots = bad loans 

Model for decision boundary   f(x) = ax1 + bx2 + c 
Unknown parameters: a, b, c 
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(not very good, high error) 
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(not very good, high error) 

 

 

Final solution for a, b, c 

(much better, low error) 
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A much more complex 
boundary – but perhaps 
overfitting? 
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Empirical Learning 

Training Data =  
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Empirical Learning 

Empirical Loss 

Model parameters 

Prediction at x 
True y 

Training Data =  
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Empirical Learning 

Empirical Loss 

Model parameters 

Prediction at x 
True y 

Training Data =  

Empirical learning:  
Find the parameters that minimize the empirical loss on the training data 

Key point: “Learning” = Optimization 
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Key Components of any Predictive Modeling Algorithm 

1. Prediction Model f: 

 What functional form should we choose for f? 

 

2. Loss function 

Hƻǿ Řƻ ǿŜ ŎƻƳǇŀǊŜ ŦΩǎ ǇǊŜŘƛŎǘƛƻƴǎ ǘƻ ȅΚ 

 

3. Optimization 

DƛǾŜƴ Ŧ ŀƴŘ ŀ ƭƻǎǎ ŦǳƴŎǘƛƻƴΣ Ƙƻǿ Ŏŀƴ ǿŜ ƭŜŀǊƴ ŦΩǎ ǇŀǊŀƳŜǘŜǊǎ 

 

 

 

Every predictive learning algorithm is an instantiation of these 3 components 
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Key Components of any Predictive Modeling Algorithm 

1. Prediction Model f: 

 What functional form should we choose for f? 

 

2. Loss function 

Hƻǿ Řƻ ǿŜ ŎƻƳǇŀǊŜ ŦΩǎ ǇǊŜŘƛŎǘƛƻƴǎ ǘƻ ȅΚ 

 

3. Optimization 

DƛǾŜƴ Ŧ ŀƴŘ ŀ ƭƻǎǎ ŦǳƴŎǘƛƻƴΣ Ƙƻǿ Ŏŀƴ ǿŜ ƭŜŀǊƴ ŦΩǎ ǇŀǊŀƳŜǘŜǊǎ 
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Examples of Prediction Models 

Linear  Regression 
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Examples of Prediction Models 
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Linear  Regression 

Logistic  Regression 
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Examples of Prediction Models 

Logistic  Regression 

Neural Network 



P. Smyth: Big Data: Hope or Hype, ACM Orange County, November 2015:  44 

Key Components of any Predictive Modeling Algorithm 

1. Prediction Model f: 

 What functional form should we choose for f? 

 

2. Loss function 

Hƻǿ Řƻ ǿŜ ŎƻƳǇŀǊŜ ŦΩǎ ǇǊŜŘƛŎǘƛƻƴǎ ǘƻ ȅΚ 

 

3. Optimization 

DƛǾŜƴ Ŧ ŀƴŘ ŀ ƭƻǎǎ ŦǳƴŎǘƛƻƴΣ Ƙƻǿ Ŏŀƴ ǿŜ ƭŜŀǊƴ ŦΩǎ ǇŀǊŀƳŜǘŜǊǎ 
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Examples of Loss Functions 

Squared Loss 

Absolute Loss 

-3 -2 -1 0 1 2 3
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yi ! f (x i ; 3)
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The Log Loss Function 

Here f is defined as the probability for y given the model 
 
We want to maximize the sum of log probabilities 
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The Log Loss Function 

Here f is defined as the probability for y given the model 
 
We want to maximize the sum of log probabilities 
 

Same as maximizing the product of probabilities of individual data points 
 
A key idea in statistical modeling: “maximum likelihood” (Fisher, 1928) 
 
Empirical loss functions can often be cast as “log likelihoods” 
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Key Components of any Predictive Modeling Algorithm 

1. Prediction Model f: 

 What functional form should we choose for f? 

 

2. Loss function 

Hƻǿ Řƻ ǿŜ ŎƻƳǇŀǊŜ ŦΩǎ ǇǊŜŘƛŎǘƛƻƴǎ ǘƻ ȅΚ 

 

3. Optimization 

DƛǾŜƴ Ŧ ŀƴŘ ŀ ƭƻǎǎ ŦǳƴŎǘƛƻƴΣ Ƙƻǿ Ŏŀƴ ǿŜ ƭŜŀǊƴ ŦΩǎ ǇŀǊŀƳŜǘŜǊǎ 
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Optimization: The Heart of Machine Learning 

ω We want to find     that minimizes 

 

ω Note that     may be a very high-ŘƛƳŜƴǎƛƻƴŀƭ ǾŜŎǘƻǊΧΦΦǘƘƛǎ ŀƳƻǳƴǘǎ ǘƻ 
finding the extremum of a function in very high-dimensions 

 

ω Typically little is known about the shape of            in advance since it 
depends on the data to hand   

 

ω Local iterative search is widely used 
ς Start at some random guess for  

ς Move downhill on the surface of             using a locally-computed heuristic 

ς Can use local information about the shape of the surface 
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Example: Language Modeling  

From Chelba et al, 2013 (Google) 

Lower perplexity 
scores indicate 
better predictions 

Learning models for P( word t | word t-1 ,…..) 
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Optimization 

Easy 
(convex) 
 
Example: 
Logistic 
regression 



P. Smyth: Big Data: Hope or Hype, ACM Orange County, November 2015:  52 

Optimization 

Easy 
(convex) 
 
Example: 
Logistic 
regression 

Hard 
(non-convex) 
 
Example: 
Neural 
network 
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Learning with Gradient Descent 

New location in 
parameter space 

Current location in 
parameter space 
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Learning with Gradient Descent 

New location in 
parameter space 

Current location in 
parameter space 

Offset 

Scalar learning rate:  
How far we move 

Vector gradient: 
Direction we move 
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Learning with Gradient Descent 

New location in 
parameter space 

Current location in 
parameter space 

Offset 

Scalar learning rate:  
How far we move 

Vector gradient: 
Direction we move 

Theory: if learning rate is small enough we will converge to a (local) minimum 
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Gradient  Descent in 2d Parameter Space 

Gradient steps 
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Gradient  Descent in 2d Parameter Space 

Gradient steps 

Stochastic gradient steps 
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Stochastic Gradient Optimization 

From Leon Bottou , Stochastic Gradient Learning, MLSS Summer School 2011, Purdue 
University, http://learning.stat.purdue.edu/mlss/_media/mlss/bottou.pdf   

 

 

Binary Text Classification Problem   
d = 47k  word features 
N = 781k  documents 
Various forms of linear classifiers 

http://learning.stat.purdue.edu/mlss/_media/mlss/bottou.pdf
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Success Stories 

ω When is machine learning most successful? 
ς Large amounts of labeled data to train on 

ς Prediction is more important than interpretation 

ς Future data is similar to training data, i.e., data characteristics are not changing 

ς Lack of  theory, i.e., no strong first principles models available 

 

 

ω Examples 
ς Speech recognition 

ς Auto-completion for text 

ς Face recognition 

ς Document classification 

ς Information extraction 

ς ΧΧŀƴŘ Ƴŀƴȅ ƳƻǊŜ ŀǇǇƭƛŎŀǘƛƻƴǎ 
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? ? 

? 

? 
Each ? represents 
an “ad slot” 
 
In a fraction of a 
second, predictive 
models  
predict which ads 
you are most likely 
to click on (from 
1000’s of ads) 



P. Smyth: Big Data: Hope or Hype, ACM Orange County, November 2015:  61 

The ads that are 
most likely to lead 
to a click are 
selected and 
displayed 
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Application: Learning to Suggest Friends on Facebook 
 

Problem: automatically suggest ñfriendò links 

 

Can restrict to ñfriends of friendsò 

ï Still leaves 40,000 possibilities on average  

 

 

  

From: 

L. Backstrom, invited keynote talk at ESWC 2011 

Online video and slides at http://videolectures.net/eswc2011_backstrom_facebook/ 

 

L. Backstrom and J. Leskovec 

Supervised Random Walks: Predicting and Recommending Links in Social Networks 

ACM Conference on Web Search and Data Mining (WSDM), 2011  

 

http://videolectures.net/eswc2011_backstrom_facebook/
http://videolectures.net/eswc2011_backstrom_facebook/
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Application: Learning to Suggest Friends on Facebook 

Solution: learn a prediction model  

 

Target:  whether user clicks or not on the recommendation  

 

Features: mutual friends, age, geography, etc  

 

Models: logistic regression + other models  

 

Significant engineering:  

    feature computation in real - time, plus real - time feedback  

 

 

 From Lars Backstrom, ESWC 2011 
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Application: Learning to Suggest Friends on Facebook 

 

Significant improvement in 
click - through rate when 
system went live  

 

 

 From Lars Backstrom, ESWC 2011 

  

From: 

L. Backstrom, invited keynote talk at ESWC 2011 

Online video and slides at http://videolectures.net/eswc2011_backstrom_facebook/ 

 

L. Backstrom and J. Leskovec 

Supervised Random Walks: Predicting and Recommending Links in Social Networks 

ACM Conference on Web Search and Data Mining (WSDM), 2011  

 

http://videolectures.net/eswc2011_backstrom_facebook/
http://videolectures.net/eswc2011_backstrom_facebook/
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IEEE Intelligent Systems, 2009 
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Neural Networks and Deep Learning 
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Neural Network Models 

ω “Layers” of simple processing units with weights 
ς (superficial) similarity to real neural/brain models 

ς Better to think of them as powerful flexible functions 

ς We can learn the weights for these functions from data 

ς YŜȅ ŀǎǇŜŎǘΥ ŜŀŎƘ άƭŀȅŜǊέ ŜȄǘǊŀŎǘǎ ǳǎŜŦǳƭ ŦŜŀǘǳǊŜǎ ŦƻǊ ƭŀǘŜǊ ƭŀȅŜǊǎ 

 

ω 3 phases of research 
ς tƘŀǎŜ мΥ ŜŀǊƭȅ ǿƻǊƪ ƛƴ мфслΩǎ ƻƴ ǾŜǊȅ ǎƛƳǇƭŜ ƴŜǘǿƻǊƪ ƳƻŘŜƭǎ 

ς tƘŀǎŜ нΥ ƭŀǘŜ улΩǎΣ ŜŀǊƭȅ флΩǎΣ ŀ ǊŜǎǳǊƎŜƴŎŜ ƻŦ ƛƴǘŜǊŜǎǘ 

ς tƘŀǎŜ оΥ нлмл ǘƻ ƴƻǿΣ ƘǳƎŜ ƛƴǘŜǊŜǎǘ ƛƴ άŘŜŜǇ ƴŜǳǊŀƭ ƴŜǘǿƻǊƪǎέ 

 

ω Applications 
ς State-of-the-art for classifying objects in images, classifying words in speech 

ς Significant investment by companies like Facebook, Google, and others 

ς Often require very large labeled data sets (millions) 

ς Significant engineering and know-how required 
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Neural Networks   

ω Logistic regression can be viewed as a simple neural network 

x1 

x2 

x3 

+1 

f( x)  

Each ñedgeò in the network has an associated  
weight or parameter, aj 
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A Neural Network with 1 Hidden Layer 

x1 

x2 

x3 

f( x)  

x4 

Can recursively create more complex prediction models  
 
Many more weights nowé.requires more data to estimate 
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Deep Learning: Models with 2 or More Hidden Layers 

²Ŝ Ŏŀƴ ōǳƛƭŘ ƻƴ ǘƘƛǎ ƛŘŜŀ ǘƻ ŎǊŜŀǘŜ άŘŜŜǇ ƳƻŘŜƭǎέ ǿƛǘƘ Ƴŀƴȅ ƘƛŘŘŜƴ 
layers 

 

 

 

 

 

 

 

 

 

The model is now a very flexible highly non-linear function 

  

 

 

 

 

 

 

 

 

 

  

x1 

x2 

x3 

f( x)  

x4 
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Training Neural Networks 

ω There are quite a few “design parameters” that need to be selected or 
tuned when working with neural networks 

 

ω Network model 
ς Number of hidden layers and number of units per layer 

ς The equation for the hidden unit (logistic is common, but others also used) 

 

ω Learning algorithm (“gradient descent”) 
ς Initialization of the weights 

ς Scaling of the input variables 

ς Learning rate: how far the algorithms moves the weights at each iteration 

ς ΧΦΦǇƭǳǎ Ƴŀƴȅ ƳƻǊŜ ƘŜǳǊƛǎǘƛŎǎ ŀƴŘ ƛŘŜŀǎ 

 

ω Bottom line: these are complex models to work with, requiring a fair bit 
of “know-how”, and might be more complex than needed for many 
prediction problems 
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Russakovsky et al, ImageNet Large Scale  
Visual Recognition Challenge, 2015 
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5ƻƴΩǘ ǘǊȅ ǘƘƛǎ ŀǘ ƘƻƳŜΧΦ 

Deep Network architecture for 
GoogLeNet network, 27 layers 
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Figure from Krizhevsky , Sutskever , Hinton, 2012  
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Visualizing what the Hidden Units are Learning 
Figure from Lee et al., ICML 2009  
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THE DARK SIDE OF BIG DATA…. 
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Public Opinion Quarterly, 1972 

άThe role of theory in research is 
being dangerously ignored in 
favor of purely empirical work 
that proceeds without so much 
as a hypothesisΦέ 
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Graphics from http://www.tylervigen.com/ 
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Graphics from http://www.tylervigen.com/ 
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Counties with Lowest Kidney Cancer Death Rates in the US 

From A. Gelman and D. Nolan  
Oxford University Press, 2002 
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How Much Climate Data Do We Actually Have? 

Image from ipcc.ch  

Image from http:// cimss.ssec.wisc.edu /  
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Fooling Automated Essay Grading 

 

Les Perelman, MIT, experimented with different essays to test the 
9ŘǳŎŀǘƛƻƴŀƭ ¢ŜǎǘƛƴƎ {ŜǊǾƛŎŜ ό9¢{ύΩǎ ŀǳǘƻƳŀǘŜŘ eRater program 

 

All of his essays received a perfect score  

 

SAT prompt:  

"The rising cost of a college education is the fault of students who demand 
that colleges offer students luxuries unheard of by earlier generations of 
college students -- single dorm rooms, private bathrooms, gourmet meals, 
etc." 

Discuss the extent to which you agree or disagree with this opinion. 
Support your views with specific reasons and examples from your own 
experience, observations, or reading. 

 

  

 

From New Statesman and New York Times, April 2012 
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Portions of a Perfect-Scoring Essay 

 

Teaching assistants are paid an excessive amount of money. The average 
teaching assistant makes six times as much money as college presidents. 
In addition, they often receive a plethora of extra benefits such as private 
jets, vacations in the south seas, a staring roles in motion pictures.  
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Portions of a Perfect-Scoring Essay 

 

In Heart of Darkness, Mr. Kurtz is a teaching assistant because of his 
connections, and he ruins all the universities that employ him. Finally, 
teaching assistants are able to exercise mind control over the rest of the 
university community. The last reason to write this way is the most 
important. Once you have it down, you can use it for practically anything. 
Does God exist? Well, you can say yes and give three reasons, or no and 
give three different reasons. It doesn't really matter.  
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Google Flu predictions 
based on search queries 
were accurate 2 weeks 
ahead of CDC predictions 
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A Deep Neural Network for Image Recognition 
From Nguyen, Yosinski, Clune, ArXiv preprint, 2014 
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Poor Extrapolation 
From Nguyen, Yosinski, Clune, ArXiv preprint, 2014 
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From Nguyen, Yosinski, Clune, ArXiv preprint, 2014 

Lack of Calibration 
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Computer Vision 

Example from Welinder, Welling, and Perona, 
 CVPR 2013 
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Computer Vision 

Example from Welinder, Welling, and Perona, 
 CVPR 2013 
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Interpolation and Extrapolation 

ω Interpolation 
ς Machine learning and statistical approaches are very good when the training and 

test data come from (approximately) the same distributions 

ωe.g., any research study where we randomly partition data into train and test 

ωe.g., train on camera images of human faces, test on another 1 million  

 

ω Extrapolation 
ς This is much harder: machine learning and statistics alone cannot work here 

ς Examples:  

ωPredicting the behavior of loan applicants 3 years from now 

ωPredicting the effects of global temperature changes on storm frequency 

ωPredicting how a particular patient will respond to chemotherapy 

ς ¢ȅǇƛŎŀƭƭȅ ƴƻǘƛƻƴǎ ƻŦ Ŏŀǳǎŀƭƛǘȅ ŀƴŘ ŦƛǊǎǘ ǇǊƛƴŎƛǇƭŜǎ ƪƴƻǿƭŜŘƎŜ ŀǊŜ ǊŜǉǳƛǊŜŘΧΦƛƴ 
addition to empirical data 
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From Tatem et al., Nature 2004. 

(see also response letters at http://faculty.washington.edu/kenrice/natureletter.pdf) 
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CONCLUDING COMMENTS 
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What are Machine Learning’s Strengths? 

Problems that are relatively theory-free or model-free 
ς Image classification, text analysis, speech recognition, bioinformatics     

 

Labeled data is relatively plentiful and cheap 
ς spam email is a good example 

 

Large number of observations and many variables 
ς Significant leverage of algorithmic and optimization methods 

 

Non-conventional data 
ς Text, images, social media 

ς Requires algorithmic pipelines for preprocessing, filtering, linking 

 

When prediction accuracy is more important than model interpretation  
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Practical Advice 

ω Start with simple models 
ς Logistic regression, boosted decision trees, are useful starting points 

ς Deep learning (for example) may be much more complex than you need 

 

ω The accuracy of a model depends critically on the input variables 
ς No model or optimization algorithm can find predictive signal if it is not there 

ς E.g., trying to predict if a person has cancer given only demographic variables 

 

ω The 80/20 rule 
ς A significant amount of time will be spent on problem definition, data gathering, 
Řŀǘŀ ŎƭŜŀƴƛƴƎΣ ƳƻŘŜƭ ŜǾŀƭǳŀǘƛƻƴΧΦΦǊŀǘƘŜǊ ǘƘŀƴ ƻƴ ǘƘŜ ŀƭƎƻǊƛǘƘƳ ƛǘǎŜƭŦ 

 

ω Be objective and skeptical 
ς Evaluate models with realistic test data (e.g., A/B tests) 

ς LŦ ǘƘŜ ǊŜǎǳƭǘǎ ŀǊŜ ǘƻƻ ƎƻƻŘ ǘƻ ōŜ ǘǊǳŜΧΦōŜ ǎǳǎǇƛŎƛƻǳǎΗ  
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Big Data: Hope or Hype? 

 

Useful in prediction problems with lots of data and little theory  
 

Problems in medicine, climate, education can be much more challenging 

 

Statistical thinking is key,  linear algebra and optimization also important 
 

Common sense applies 

ςData does not exist in a vacuum ς interpretation is important 

 

 

      Considerable hype in this area……but there is also reason for hope 
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The UCI Data Science Initiative 
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Applications of Data Analysis 
Science, Medicine, Engineering, Humanities, Business… 

 
Statistics, 

Mathematics, 
Optimization   

 
Computing, 
Algorithms, 
Databases 

   
Privacy, 
Policy, 

Decisions + + 

The Science of Data Analysis 
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Andrew Noymer 

Public Health 
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Vijay Gurbaxani 

Business 
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Humanities 

Mark Warschauer 

Education 

Anima Anandkumar 

Engineering 

Jim Randerson 

Physical Sciences 
Suzanne Sandmeyer 

Medicine 

Mark Steyvers Tom Boellstoff 

Social Sciences 

Kevin Thornton 
Biological Sciences 
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Activities 

ω Research Symposia 
ς Algorithms for analyzing social network data (March 2015) 

ς Text mining and education data (May 2015) 

 

ς Digital humanities (Feb 2016) 

ς Machine Learning (May 2016) 

 

ω Graduate Student Education 
ς 1 and 2-Řŀȅ ǎƘƻǊǘ ŎƻǳǊǎŜǎ ƻƴ άƘŀƴŘǎ-ƻƴέ Řŀǘŀ ǎŎƛŜƴŎŜ ǘƻǇƛŎǎ 

ωIntroduction to R, Predictive modeling in Python, etc 

ς Over 400 graduate students have participated in 15 course offerings in the past 12 
months 

ς Summer fellowship program for PhD students on interdisciplinary data science 
research 
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Going Forward 

ω New Data Science Major (undergraduate) 
ς Started in Fall 2015, first graduating class in 2018 

ς Combination of courses from computer science and statistics 

ωStatistical thinking plus computational skills 

ωEmphasis on machine learning, statistical modeling, databases, algorithms, 
computational statistics, etc 

 

ω Short Courses for Industry 
ς Currently under discussion 

ς 2 to 3 day short courses on data science topics, e.g., predictive modeling 

ς Taught by UCI faculty experts   

 

ω Longer term? 
ς Permanent Data Science Institute? 

ς Professional MS degree in predictive modeling/data science 
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The UCI Data Science Initiative 
 
More information at http://datascience.uci.edu 
 
Sign up for mailing list (from the Web site) for announcements 
about symposia, etc 

http://datascience.uci.edu/
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Backup Slides 
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Model Complexity 

x 

y 

x 

y 

x 

y 

x 

y 

Too simple? 

Too complex ? About right ? 

Data 
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Model Complexity and Future Performance 

Train L(q) 

Model  
Complexity    

Loss Function 
e.g., squared 
error  

Overfitting Underfitting 

Amount of 
overfitting 

Test L(q) 
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Simple Example of a Document-Word Matrix 

w
a

te
r

 

fa
rm

in
g

 

c
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a
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ric
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ltu
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la
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d
 rig

h
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u
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p
ro

fit
 

doc1  1 1 2 1 

doc2  1 4 1   

doc3  2 1 1 1 1 1 

doc4  1 2 1 2 1   1 

doc5  1 1 1 1 3 1 1 1 3 1 

doc6      2 1 1 1 

doc7  1 1 1 1 1 3 

doc8   1 1 1 1 

doc9  1 1 

doc10  1 1 1 1 


